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Web Scale Information Retrieval 
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Crawling Policy Keyword Matching Ranking 

Other applications of Ranking: 
Question Answering, Online Ads, Collaborative Filtering, 
Meta-search, Document Retrieval, Document Summarization, 
Machine Translation, … 



Features 
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Query: “information retrieval” 

Title match 

URL match 

Header match 

Bolded match 

Partial match 

Anchor text match 

PageRank, Document length, … 

spam, adult, main topic, … 

Number of terms 
Frequency of query and its terms 

Freshness 



Machine Learning for Ranking 
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2002 2004 2005 2009 

Tree Ensembles Tree Ensembles Neural Nets  
and then Tree Ensembles 

Tree Ensembles 

Query URL Label 

bren hall uci en.wikipedia.org/wiki/Donald_Bren Bad 

bren hall uci http://www.ics.uci.edu/about/brenhall/ Excellent 

… … … 

Training Data 



Challenges in Learning to Rank 

Accuracy 
 

 
Runtime Efficiency 

 
 
Engineering Productivity 

 
 
Training Data 
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Accuracy 
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Learning Model Tuning of Parameters Variance 



Runtime Efficiency 
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𝑓1 𝑓2 𝑓3 𝑓4 𝑓𝑛 … 

< Query, Document > 

Feature 
Computation 

Model Evaluation 

Document Score 



Engineering Productivity 

 

• Productive pipeline to quickly experiment 

– Training time 

– Number of experiments needed to pass statistical 
significance tests 

 

• Model Inspection and Diagnosis 
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Training Data 

Expensive and Noisy 

10 Plot is from [Svore’11] 

112K 56K 

56,000 x 100 x $0.20 = $1.12 million 

+ Academic Research Challenge: 
• Feature descriptions are not revealed 



Thesis Statement 

“To learn an accurate, reliable, and efficient 
model using the publicly available training data 
that outperforms the current state-of-the-art in 
all of these areas and results in improved 
engineering productivity.” 
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State-of-the-art baseline: 
• Efficient implementation 
• Tuning 

 



Data sets 

Data set Queries Avg. Docs Per Query Features Labels 

TD2004 75 989 64 {0, 1} 

MQ2007 1,692 41 46 {0, 1, 2} 

MSLR-WEB10K 10,000 120 136 {0, 1, 2, 3, 4} 

Yahoo LTRC 29,921 24 519 {0, 1, 2, 3, 4} 
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Evaluation Metrics 

Normalized Discounted Cumulative Gain (NDCG) 

Relevant 

Non-relevant 

Highly relevant 

Relevant 

Non-relevant 

Gain 

1 

2 

3 

4 

5 

1 
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3 
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0 

Discount 

1.0 

0.63 

0.5 

0.43 

0.39 

Discounted  
Gain 

1.0 

0 

1.5 

0.43 

0 

Discounted  
Cumulative  

Gain 

1.0 

1.0 

2.5 

2.93 

2.93 

Ideal Discounted  
Cumulative Gain 

3.0 

3.63 

4.13 

4.13 

4.13 

NDCG 

0.33 

0.28 

0.61 

0.71 

0.71 

NDCG@3 

NDCG@5 
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Learning to Rank Algorithms 

• Ranking SVM (ICANN 1999) 

• RankBoost (JMLR 2003) 

• RankNet (ICML 2005) 

• LambdaRank (NIPS 2006) 

• IRSVM (SIGIR 2006) 

• SVM-MAP (SIGIR 2007) 

• ListNet (ICML 2007) 

• Frank (SIGIR 2007) 

• MPRank (ICML 2007) 

• … 

• GPRank (LR4IR 2007) 

• QBRank (NIPS 2007) 

• GBRank (SIGIR 2007) 

• McRank (NIPS 2007) 

• SoftRank (LR2IR 2007) 

• AdaRank (SIGIR 2007) 

• RankCosine (IP&M 2007) 

• ListMLE (ICML 2008) 

• LambdaMART (MSR 2008) 

• … 
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Yahoo! Learning to Rank Challenge (2010) 

 

 

 

All of the top teams used Tree Ensembles 
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Tree Ensembles 
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PageRank 

≤ 0.6 

0 

> 0.6 

Textual Match 

≤ 3 

0.2 1.0 

> 3 

Regression Tree 



Tree Ensembles 

𝑆 = 𝑆1 + 𝑆2 + 𝑆3 

𝑆2 𝑆3 
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trained on: 𝑇 

predicts: 𝑇1 

trained on: 𝑇 − 𝑇1 

predicts: 𝑇2 

trained on: 𝑇 − 𝑇1 − 𝑇2 

predicts: 𝑇3 

𝑆1 

Regression Ensemble 



Tree Ensembles 

• State-of-the-art accuracy in many classification and regression 
problems [Caruana’06] 

 
• Efficient at runtime 

– Very fast evaluation of individual trees 
– Parallel evaluation of trees 
– Early exit 

– Lazy feature computation 
 

• Practical 
– Naturally handle mixed, missing, (un)transformed data 
– Embedded feature selection 
– Scalable to extremely large data sets 
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Yahoo! Learning to Rank Challenge (2010) 

 

 

 

Winner used: 
– Averaging of 12 models: 

• 8 Tree Ensembles (LambdaMART) 

• 2 Tree Ensembles (Additive Regression) 

• 2 Neural Nets 

 

LambdaMART generates a tree ensemble which optimizes a 
ranking loss function using gradient boosting. 
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Yahoo! Learning to Rank Challenge (2010) 

21 

Model NDCG 

Single Feature 0.7321 

 Single Regression Ensemble 0.7901 

 Single Ranking Ensemble (LambdaMART) -- 

 Averaging several Regression Ensembles 0.8018 

 Averaging several Ranking Ensembles -- 

 Averaging Several Ranking  and Regression Models (Winner) 0.8041 

Winner model is not practical: 
• Takes weeks to train: close to zero engineering productivity 
• Contains thousands of trees: Very slow during runtime evaluation 

Increased 
Complexity 



jforests 

• Trees 
– Regression tree 
– Decision tree 
– Decision Stump 

 
• Ensemble Methods 

– Additive Regression 
– Gradient Boosting 
– Bagging 
– Random Forest 

 
• Ranking 

– LambdaMART 
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jforests: Performance 

Task Dataset # Training Instances # features Task Algorithm 

1 kddcup99-10% 296,412 42 Classification RandomForest 50 trees 

2 kddcup99 2,939,058 42 Classification RandomForest 10 trees 

3 Million Song 463,715 90 Regression AdditiveRegression with DecisionStump 50 trees 

Tasks: 

Task Weka jforests Speedup 

1 615 seconds 51 seconds 12x 

2 52 minutes 45 seconds 69x 

3 4 hours, 19 minutes 7 seconds 2,318x 

Training Time: 

23 

• Binning training data (histograms) 
• Multi-threading 
• Optimized computation of split gains 
• Efficient in-memory tree implementation 



Parameter tuning for LambdaMART 

1,008 162 x 5 x 5 x 3 x 3 = 15,120 = 2,430 

Total Number of Experiments: 2 x 15,120 + 2,430 = 32,670 

 Trees: 5.2 million 

 Splits: 120 million 

 Splits/Threshold: 46 trillion 
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≤ 0.6 > 0.6 

Textual Match 



MapReduce for Parameter Tuning 

List of parameter values: 

Fold number: 

Random seed: 

𝜂 = 0.05, 𝑠 = 0.3, 𝑓 = 0.7, 𝐿 = 40 

3 

2 

Inputs: 

Outputs: 
0.7982 

Mapper Task 

𝜂 = 0.05, 𝑠 = 0.3, 𝑓 = 0.7, 𝐿 = 40 ( ) , 

i. Load training data of Fold 3 from the distributed file 
system. 

ii. Train a ranking model on the training data, using 
provided parameter values and random seed. 

iii. Measure the performance of the model on the 
validation set of Fold 3. 
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8 hours on 40 xlarge Amazon EC2 machines. 



Do We Need this Many Experiments? 

Too much horsepower can be bad if you don’t know how to handle it! 
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Size of Validation Set is Important 
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Voting 

Training Set 
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All of the ensembles will be the same! 



BL-MART: Bagging Wrapped Around LambdaMART 

Training Set 

Random Sample 1 Random Sample 2 Random Sample 4 Random Sample 3 

S1 S2 S3 S4 

No increase in Training time 
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Aggregating Scores: 
• Simple averaging 
• Borda count 
• Per-model normalization 



Why Bagging Increases Accuracy? 

31 

Bagging Overfitting 



Intentional Overfitting Helps 

32 



Bagging Results 
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TD2004 Data Set 

MQ2007 Data Set 

MSLR-WEB10K data set 

Increased average accuracy 2.6% 

NDCG@1 NDCG@3 NDCG@5 

LambdaMART 0.4267 0.3584 0.3266 

BL-MART 0.4947 0.4270 0.3948 

NDCG@1 NDCG@3 NDCG@5 

LambdaMART 0.4147 0.4119 0.5011 

BL-MART 0.4200 0.4224 0.5093 

NDCG@1 NDCG@3 NDCG@5 

LambdaMART 0.4580 0.4467 0.5693 

BL-MART 0.4642 0.4516 0.5729 



Variance Reduction 

• Less risk when selecting model to ship 

• Easier to judge incremental improvement from new 
features 
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Bagging reduced variance almost 50% across all metrics 

NDCG@1 
Variance 

NDCG@3 
Variance 

NDCG@5 
Variance 

LambdaMART 18 x 10-6 9.1 x 10-6 1.2 x 10-6 

BL-MART 7 x 10-6 4.4 x 10-6 0.8 x 10-6 
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Large Ranking Ensembles 

Compressed Ensemble,  
Similar Accuracy 
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Approaches to Compression: 
• Prefix compression 
• Higher learning rate 
• Lasso-based compression 
• Node pruning 



Approaches to Compression 
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Prefix Compression Higher Learning Rate 



Lasso-based Compression 

1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 

0 1.2 0 0.9 0 0 0.8 0 1.0 0.9 0 0 1.2 0 0 

38 



Lasso-based Compression 
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Learning rate: 0.05 Learning rate: 0.2 



Comparison of Compression Approaches 
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Learning Rate Trees Algorithm NDCG@1 NDCG@3 NDCG@10 

0.05 766 Prefix 0.7279 0.7309 0.7913 

0.05 793 Lasso compression 0.7271 0.7297 0.7905 

0.2 783 Lasso re-weighting 0.7236 0.7286 0.7897 

0.2 787 No compression 0.7199 0.7265 0.7881 

Learning Rate Trees NDCG@1 NDCG@3 NDCG@10 

0.05 2320 0.7319 0.7362 0.7953 

Original Ensemble 

Compressed  Ensembles (Less than 800 trees)* 

*Differences are not statistically significant at 95% confidence level 



A Better Alternative 

• All of the discussed compression approaches are applied after 
the ensemble is constructed. 

• What if we provide better information during the 
construction of the ensemble? 

41 

𝑓3 = 𝑓1 − 𝑓2 

Meta feature 



Meta Features for Compression 

• Adding meta features might help in 
compressing tree ensembles. 

 

• How should we construct meta features? 
– Automatic construction might be possible, but is 

not trivial 

– Manual construction needs expert knowledge 
about features 
• Needs a case study where we know the details of 

features 
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Search Query Spelling Correction 

 

1. Generate a set of Candidates 

2. Rank the Candidates. 

Query: “crig list” 

44 

BL-MART 



Ranking Features 

• 89 raw features: 
– Error model features 

– Language model features 

– Common misspelling features 

– Surface-form features 
• Length of query/candidate, differ in space?, … 

– Edit distance features 
• Edit distance of query and candidate and their metaphones. 

– Dictionary features 
• Wikipedia titles, ODP, IMDB 

45 
See [Ganjisaffar’11] for details of features. 



Error Model 

Pr 𝛼 → 𝛽 =
𝑓𝑟𝑒𝑞 𝛼 → 𝛽

𝑓𝑟𝑒𝑞(𝛼)
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We extracted 643K such training pairs from AOL query log. 

Q1: satillite maps No clicks 

Q2: satellite maps Some clicks 

We processed 20M queries  in AOL query log to see what type of spelling mistakes 
people make. 

satillite  satellite  



Language Models 

Data set Number of 
Tokens 

Number of 
ngrams 

Source Year 

Google n-grams 1T 615 M WWW 2006 

Yahoo n-grams 3B 166 M News websites 2006 

Wikipedia body n-grams 1.4B 134 M Wikipedia 2011 

Data sets 
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n-gram id 

Uncompressed Google n-grams data set takes about 90GB on hard disk (no random access). 

Is “draigs list irvine” a valid phrase?  How about “craigslist irvine”? 



N-grams Service 

Google data set: 
• 3.2 GB Memory 
• 3 micro seconds average of lookup time 

Needs 20 bits There are only 528,917 unique frequencies in Google data set. 
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Largest frequency in Google data set: 23,142,960,758 Needs 35 bits 



Noisy Channel Model 

craigslist Noisy Channel crig list 

Observed Query Candidates 

craigs list 

crig list 

𝑃(𝑐|𝑞) =
𝑃 𝑞 𝑐 × 𝑃(𝑐)

𝑃(𝑞)
 

Language Model 
Probability Error Model 

Probability 
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log𝑃(𝑐|𝑞) = log𝑃 𝑞 𝑐 + log𝑃(𝑐) − log𝑃(𝑞) 

Meta feature: Error Model + Candidate LM – Query LM 



Ranker vs. Baselines 

Baseline 1: no change Baseline 2: noisy channel model 

Error Model + Candidate LM – Query LM • Top position: original query 
• Next positions: other candidates 

randomly ordered 
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• Baseline 2 orders candidates by: “Error Model + Candidate LM – Query LM” 
• Ranker #3 has access to “Error Model”, “Candidate LM”, and “Query LM” as 

raw features. 



What is Ranker #3 Learning? 
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Ranker with meta features 
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• Ranker #4 is significantly better than Ranker #3. 
 
 

• Ranker #4 is still significantly worse than Baseline 2! 

We added 49 meta features. 

Meta features Helps. 



What is the Problem? 
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1 
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9.0 
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2.0 – 9.0 = -7 



What is the Problem? 

54 

Pairs in Wrong Order 

4 2 , 

2 , 3 

8.0 – 9.0 = -1 

2.0 – 9.0 = -7 

Pairs in Correct Order 

4 , 3 8.0 – 2.0 = +6 

1 3 , 2.0 – 1.0 = +1 

Margin 



What is the Problem? 
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Loss on (1,13) is 23 times larger than loss on (1,2). 



Re-ranking Results 
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• Ranker #5 is significantly better than Ranker #3. 
• Ranker #6 is significantly better than Ranker #4. 

Re-ranking Helps. 

• Ranker #4 is significantly better than Ranker #3. 
• Ranker #6 is significantly better than Ranker #5. 

Meta features Helps. 

Re-ranking + Meta features is the best (Ranker #6). 



Multiple Re-ranking Tiers? 

57 

 
 

All Candidates Top-10 Candidates 

Top-3 Candidates 

Different features become important at different stages of ranking 
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Overview of the Analysis 

• Define a convex loss function over all 
document pairs. 

– Any local minimum is also a global minimum 

 

• Show that LambdaMART is closely related to 
optimizing this convex loss function. 
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Loss Function over All Pairs 
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Is this a convex loss function? 
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2.0 

1.0 

Pairs 

4 2 , 

2 , 3 

8.0 – 9.0 = -1 

2.0 – 9.0 = -7 

4 , 3 8.0 – 2.0 = +6 

1 3 , 2.0 – 1.0 = +1 

…
 



Convexity of the Loss Function 
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Hessian matrix is positive semidefinite Convex 



Relation to LambdaMART: Update Rule 
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Relation to LambdaMART: Pair Weights 
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Back to Thesis Goals 
• M1: A single LambdaMART ensemble 
• M2: A Bagged model of 10 LambdaMART ensembles that are trained with meta 

features 
 

• M2 is significantly more accurate 
– 2.6% improvement on top of LambdaMART 
– Additional significant improvement in accuracy from meta features 

 

• M2 increases engineering productivity 
– M2 trains 5x faster than M1 
– Fewer experiments are needed because of reduced variance 
– More productive engineers can improve the quality of features better and therefore more 

improvements in accuracy 
 

• M2 is more reliable for deployment (smaller variance) 
– 50% variance reduction 

 

• M2 is efficient in runtime 
– 5x compression using meta features 
– Cascaded ranking with cheap features on early trees 
– Multi-threaded evaluation of trees 

 65 



Future Work 

• Feature Interaction Detection 

• Distributed Learning to Rank 

• Robustness to Training Data Noise 
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Relevant Publications 

• Meta features and Re-ranking: 
– WSDM 2012, Ganjisaffar, Caruana, Lopes (under review) 

• Bagging 
– SIGIR 2011, Ganjisaffar, Caruana, Lopes 

• Ranking for Spell Correction 
– SAWS 2011, Ganjisaffar, Zilio, Javanmardi, Cetindil, Sikka, Katumalla, Khatib, Li, 

Lopes 

• Distributed Tuning 
– KDD-LDMTA 2011, Ganjisaffar, Debeauvais, Javanmardi, Caruana, Lopes 

• jforests 
– Journal of Machine Learning Research, Ganjisaffar, Lopes (under submission) 

• Ranking in Wikipedia 
– SIGIR-SSM 2009, Ganjisaffar, Javanmardi, Lopes 
– WikiSym 2009, Ganjisaffar, Javanmardi, Lopes 
– CollaborateCom 2009, Ganjisaffar, Javanmardi, Grant, Lopes 
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Other Outputs… 

• Patent: Query-independent Ranking 

• Open Source Contributions: 
– jforests 

– lasso4j 

– crawler4j 
• 11,000+ downloads of jar file 

• Many source code checkouts 

• Highly active project on Google code 

• Awards 
– 3rd Prize for Microsoft's Speller Challenge (100+ teams) 

– 6th rank in UCSD Data Mining Competition (90+ teams) 
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Thanks! 

Questions? 
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